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Abstract—We introduce a novel dataset for testing depth model
prediction consistency under real-world variations in outdoor
capture settings. We provide a proof of concept evaluation of
monocular depth model consistency, finding that all tested models
consistently show the lowest robustness during midday.
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I. INTRODUCTION

Benchmarking plays an important role in computer vision
model development, providing a point of comparison between
different approaches to a given visual task. Benchmarking
efforts usually focus on collecting large quantities of images
from disparate sources in order to provide an estimate of
overall model performance. However, this independent sam-
pling of sources means and large scale of testing means that
the underlying sources of error are often not clear, and there
is little systematic control exerted over the distribution of
images from which the dataset is drawn. The same scene
captured across varying camera settings, time of day, and
weather conditions could result in dramatically different visual
output. Without available image attribute metadata, it is often
difficult to assess whether a model performed well on a given
benchmark because it is good at handling a given capture
condition (for example, night photography), or because that
condition is not well represented in the dataset.

While the human visual system [1] is remarkably robust
in our understanding of a scene across a wide range of
degradations and variation, deep neural networks have been
shown to be vulnerable to small natural perturbations of inputs
[2]. Following Drenkow et al.’s [3] framework for robustness
evaluation, we aim to systematically evaluate consistency of
depth models prediction under controlled environmental and
sensor variations as a measure of robustness. We have there-
fore developed a novel benchmarking dataset, the Claremont
Consistency Dataset (CCD), that seeks to complement existing
benchmarking efforts with a dataset explicitly constructed
to provide a set of identical scene layouts under a range
of camera capture settings and ambient lighting conditions.
This allows us to hold scene geometry stable and explicitly
evaluate model robustness to other aspects of image formation.
Our dataset consists of 19992 total stereoscopic image pairs
from 42 scenes, with each scene captured under 476 different
combinations of aperture, shutter speed, ISO, and time of day.
We demonstrate the utility of this dataset with an evaluation of
monocular depth model stability under these different capture
settings.

II. RELATED WORK

Wu & Tsotsos [4] provided an early example of a carefully
constructed dataset analyzing the effect of camera parameters
on object detection model performance, demonstrating the
brittleness of deep learning based methods. More recently,
Kotseruba & Tsotsos created SNAP [5], a benchmark con-
sisting of object images across various controlled lighting
conditions and sampled settings, updating and extending Wu
& Tsotsos’ work to a larger number of scenes as well as
VQA tasks. In a similar vein, Murmann et al. [6] developed
a multi-illumination dataset, capturing more than 1000 real
indoor scenes under 25 lighting conditions. Murmann et al.’s
work focused on light estimation learning, but the high quality
control of scene acquisition and segmentation masks provided
also support benchmarking methods under different lighting
conditions.

While all of these works provide controlled variation of
capture properties over a static scene, they are all constructed
on indoor environments with limited variation in depth, and
thus best support benchmarking models problem domains
related to these capture settings (such as object detection
and recognition). Depth detection is another highly important
visual task, and for many applications the robustness and
reliability of depth perception models is critically important
for safety.

Existing depth datasets can broadly be categorized into real-
world and synthetic data. Real-world datasets, such as KITTI
Depth [7] and NYU Depth v2 [8], provide valuable bench-
marks for accuracy but lack consistent scenes under capture
variation. Some scenes from the Middlebury Depth Dataset
[9] are captured with lighting and camera setting variations,
but the range of illumination variation is relatively small and
lacks night scenes. On the other hand, synthetic datasets such
as Hypersim [10] and TartanAir [11], allow the same scene to
be captured under different conditions. TartanAir, in particular,
is explicitly designed to benchmark spatial vision performance
under challenging and varied conditions. Relatedly, Kong et
al. [12] introduce a library of simulated image degradations
that can be applied to a real-world dataset to simulate capture
variation (such as motion blur, weather, and lighting effects).

There is an issue with relying on simulated libraries for
image variation, however, particularly when it comes to image
capture conditions that are not well represented in previous
datasets. For example, sunset conditions can produce extreme



shadows and complex specular reflections. Our work, there-
fore, seeks to provide a novel real-world dataset consisting of
outdoor scenes with a large variation in depth across varying
camera settings and environmental conditions, with the explicit
goal of evaluating depth estimation consistency.

III. METHODS

A. Data Collection

CCD consists of 42 scenes across the Claremont Colleges
featuring a diverse range of architectural elements. Each scene
was captured at four times of day and with varying aperture,
shutter speed, and ISO settings. These settings were varied
systematically by fixing one of the three and then varying the
remaining two to form a grid [Table. III-A], resulting in 119
images per time frame and a total of 476 images per scene. The
captures were acquired using a Canon RF-S 7.8mm f/4 STM
Dual Lens, mounted on a tripod to obtain stereo image pairs
and preprocessed using Canon’s EOS VR Utility software.

To ensure viewpoint consistency across times of day, we
marked the position of each tripod leg and recorded tripod
height, horizontal offset, rotation angle, and tilt angle for repli-
cation. Scenes were selected to avoid motion and impermanent
objects (i.e. people, animals, chairs). Images were registered
post collection to account for slight deviations in position.

Times Aperture Shutter Speed ISO
of Day Fixed Values Fixed Values Fixed Values

Morning
[7-9am]

Noon
[12–3pm]
Evening

[6:30–7:30pm]

8.0

4.0
5.6
8.0
11.0
16.0

1/250

1/60
1/125
1/250
1/500
1/1000
1/2000
1/4000

400

100
200
400
800
1600
3200
6400

Night
[9–11pm] 4.0

4.0
5.6
8.0
11.0
16.0

1/60

1/6
1/15
1/30
1/60
1/125
1/250
1/500

32000

8000
10000
12800
16000
20000
25600
32000

Camera parameters were chosen based on commonly used configurations,
while times of day were selected to capture characteristic lighting and UV
variations specific to Claremont, California.

B. Monocular Depth Model Evaluation

We demonstrate the use of the CCD dataset by evaluating
the consistency of five monocular depth models on a represen-
tative sample of the dataset, quantifying the average deviation
in the depth manifold from the prediction on corresponding
images, which we refer to as prediction “drift”. To allow
comparison across multiple images, we designate one repre-
sentative image the base image. To compute drift error, we
first normalize the range of depth values, then apply linear
regression to align the depth estimation of the evaluated and
base images, and finally calculate the mean Euclidean distance
between the corresponding pixels. To account for potential
pixel-wise noise due to image registration, we exclude the top
one percent of outliers.

IV. RESULTS

We evaluated Depth Anything V1 [13], Depth Anything V2
[14], Marigold [15], Uni-Depth V1 [16], and Uni-Depth V2
[17] across 17 scenes during the morning, noon, and evening
times. For each scene, the base image was defined as the
capture with an aperture of f/8.0, shutter speed of 1/500 s, and
ISO 800, as this configuration consistently provides optimal
lighting conditions based on human judgment.

We average the drift error across each scene under the
same time of the day or the same fixed camera parameter
grid, with results shown in Figure. 1. Marigold exhibits the
highest error across all settings. Among the parameter grids,
fixing aperture results in the highest error across models, while
fixing ISO yields the lowest. This suggests that variations in
ISO have a greater influence on model performance, possibly
due to the increased noise associated with higher ISO values.
Surprisingly, images captured at noon consistently show the
highest drift error across all models. This is possibly due to
the lower incidence of structural shadows when the sun is close
to directly overhead, although this will need to be investigated
more thoroughly.

Fig. 1. The upper plot shows averaged drift error of each model across grids
for each fixed camera parameter. The lower plot shows averaged drift error
for each model across different time of the day.

V. CONCLUSION

We introduce a novel dataset focusing on prediction con-
sistency under real-world variations in ambient lighting and
camera capture settings in outdoor scenes. We demonstrated
the utility of this data by evaluating the consistency of monoc-
ular depth model predictions. We foresee this dataset being
similarly useful for the evaluation of stereoscopic depth model
consistency, and are excited to share this potential resource
with the rest of the spatial vision community.
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